
Encoder-Decoder (aka Seq2Seq) 
and A3en4on

Wei Xu
(many slides from Greg Durrett)



This Lecture

‣ Sequence-to-Sequence Model

‣ Machine Transla4on 

‣ Reading — Eisenstein 18.3-18.5

‣ A3en4on Mechanism



MT Basics



MT Basics

Trump Pope family watch a hundred years a year in the White House balcony

People’s Daily, August 30, 2017



MT Basics

Trump and his family watch the once-in-a-century total solar eclipse from the White House balcony

People’s Daily, August 30, 2017



History of MT

Image Credit: h3ps://towardsdatascience.com/evolu4on-of-machine-transla4on-5524f1c88b25



History of MT
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LLMs 
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Image Credit: h3ps://towardsdatascience.com/evolu4on-of-machine-transla4on-5524f1c88b25



Parallel Training Corpus



Phrase-Based MT

‣ Key idea: transla4on words be3er the bigger chunks you use

‣ Remember phrases from training data, translate piece-by-piece and 
s4tch those pieces together to translate

‣ How to iden4fy phrases? Word alignment over source-target bitext

‣ How to s4tch together? Language model over target language

‣ Decoder takes phrases and a language model and searches over possible 
transla4ons

‣ NOT like standard discrimina4ve models (take a bunch of transla4on 
pairs, learn a ton of parameters in an end-to-end way)



Phrase-Based MT

Unlabeled English data 

cat ||| chat ||| 0.9  
the cat ||| le chat ||| 0.8 
dog ||| chien ||| 0.8  
house ||| maison ||| 0.6  
my house ||| ma maison ||| 0.9 
language ||| langue ||| 0.9  
… 
 
 

Language 
model P(e) 

Phrase table P(f|e) P (e|f) / P (f |e)P (e)

Noisy channel model: 
combine scores from 
translation model + 
language model to 
translate foreign to 

English 

“Translate faithfully but make fluent English” 

}
‣ Goal: translate from Foreign language to English



Language Modeling



N-gram Language Models

‣ Simple genera4ve model: distribu4on of next word is a mul4nomial 
distribu4on condi4oned on previous n-1 words

Maximum likelihood es4mate of this 
probability from a corpus

I visited San _____ put a distribu4on over the next word

P (x|visited San) =
count(visited San, x)

count(visited San)

‣ Just relies on counts, even in 2008 could scale up to 1.3M word types, 4B 
n-grams (all 5-grams occurring >40 4mes on the Web)



Neural Language Models

Mnih and Hinton (2003)

‣ Early work: feedforward neural networks looking at context

I visited New _____

FFNN

P (wi|wi�n, . . . , wi�1)

‣ Variable length context with RNNs:
I visited New

P (wi|w1, . . . , wi�1)



Evalua4on

‣ Perplexity: 2�
1
n

Pn
i=1 log2 p(xi|x1,...,xi�1)

‣ (One sentence) nega4ve log likelihood: 
nX

i=1

log p(xi|x1, . . . , xi�1)

‣ NLL (base 2) averaged over the sentence, exponen4ated

‣ NLL = -2 -> on average, correct thing has prob 1/4 -> PPL = 4. PPL is sort 
of like branching factor



Results

‣ Kneser-Ney 5-gram model with cache: PPL = 125.7

Merity et al. (2017), Melis et al. (2017)

‣ LSTM: PPL ~ 60-80 (depending on how much you op4mize it)

‣ Evaluate on Penn Treebank: small dataset (1M words) compared to 
what’s used in MT, but common benchmark 



Encoder-Decoder Models



Recap: RNN
‣ Transducer: make some predic4on for each element in a sequence

‣ Encoder: encode a sequence into a fixed-sized vector and use that for 
some purpose

the  movie  was   great

predict sen4ment (matmul + solmax)

translate

the  movie  was   great

DT      NN    VBD     JJ

paraphrase/compress

output y = score for each tag, then solmax



Encoder-Decoder
‣ Encode a sequence into a fixed-sized vector

the  movie  was   great

‣ Now use that vector to produce a series of tokens as output from a 
separate LSTM decoder

le      film   était   bon [STOP]

Sutskever et al. (2014)



Model
‣ Generate next word condi4oned on previous word as well as hidden state

the  movie  was   great <s>

h̄

‣ W size is |vocab| x |hidden state|, solmax over en4re vocabulary

Decoder has separate 
parameters from encoder, so 
this can learn to be a language 
model (produce a plausible next 
word given current one)

P (y|x) =
nY

i=1

P (yi|x, y1, . . . , yi�1)

P (yi|x, y1, . . . , yi�1) = softmax(Wh̄)



Inference
‣ Generate next word condi4oned on previous word as well as hidden state

the  movie  was   great

la     

<s>

film était bon [STOP]

‣ During inference: need to compute the argmax over the word predic4ons 
and then feed that to the next RNN state. This is greedy decoding

P (yi|x, y1, . . . , yi�1) = softmax(Wh̄) ypred = argmaxyP (y|x, y1, . . . , yi�1)
<latexit sha1_base64="BKzIm/yKraU6a64Z2EgswwSRmsQ="></latexit>

‣ Decoder is advanced one state at a 4me un4l [STOP] is reached



Implemen4ng seq2seq Models

the  movie  was   great

‣ Encoder: consumes sequence of tokens, produces a vector. Analogous to 
encoders for classifica4on/tagging tasks

la     

<s>

‣ Decoder: separate module, single cell. Takes two inputs: hidden state 
(vector h or tuple (h, c)) and previous token. Outputs token + new state

Encoder

…

film     

le

Decoder Decoder



Training

‣ Objec4ve: maximize

the  movie  was   great <s> le      film   était   bon

la

‣ One loss term for each target-sentence word, feed the correct word 
regardless of model’s predic4on (called “teacher forcing”)

[STOP]était

X

(x,y)

nX

i=1

logP (y⇤i |x, y⇤1 , . . . , y⇤i�1)



Training: Scheduled Sampling

‣ Star4ng with p = 1 and decaying it works best

‣ Scheduled sampling: with probability p, take the gold (human) transla4on 
as input, else take the model’s predic4on

the  movie  was   great

la      film   étais   bon [STOP]

le film était

‣ Model needs to do the right thing even with its own predic4ons

Bengio et al. (2015)

sample



Implementa4on Details

‣ Sentence lengths vary for both encoder and decoder:

‣ Typically pad everything to the right length

‣ Encoder: Can be a CNN/LSTM/Transformer…

‣ Decoder: also flexible in terms of architecture (more later). Execute 
one step of computa4on at a 4me, so computa4on graph is 
formulated as taking one input + hidden state

‣ Beam search: can help with lookahead. Finds the (approximate) highest 
scoring sequence:

argmaxy

nY

i=1

P (yi|x, y1, . . . , yi�1)



Beam Search
‣ Maintain decoder state, token history in beam

la: 0.4     

<s>

la

le

les

le: 0.3
les: 0.1     

log(0.4)
log(0.3)

log(0.1)

film: 0.4

la

…

film: 0.8     

le

…
le 
film

la 
film

log(0.3)+log(0.8)

…

log(0.4)+log(0.4)

‣ Do not max over the two film states! Hidden state vectors are different

the  movie  was   great



A3en4on



Problems with Seq2seq Models

‣ Need some no4on of input coverage or what input words we’ve 
translated

‣ Encoder-decoder models like to repeat themselves:

A boy plays in the snow boy plays boy playsUn garçon joue dans la neige

‣ Olen a byproduct of training these models poorly



Problems with Seq2seq Models

‣ Bad at long sentences: 1) a fixed-size hidden representa4on doesn’t scale; 
2) LSTMs s4ll have a hard 4me remembering for really long sentences

RNNenc: the model we’ve 
discussed so far 

RNNsearch: uses a3en4on

Bahdanau et al. (2014)



Aligned Inputs

<s>      le      film   était   bon

the   movie  was   great

the movie was great

le film était bon

‣ Much less burden on the hidden 
state

‣ Suppose we knew the source and 
target would be word-by-word 
translated

‣ Can look at the corresponding 
input word when transla4ng — 
this could scale!

le      film   était    bon   [STOP]

‣ How can we achieve this without hardcoding it?
Sutskever et al. (2014)



A3en4on

‣ At each decoder state, 
compute a distribu4on over 
source inputs based on 
current decoder statethe  movie  was   great <s> le

th
e

m
ovie was

gr
eatth

e
m

ovie was
gr

eat

… …

‣ Use that in output layer



A3en4on

the  movie  was   great

h1 h2 h3 h4

<s>

h̄1

‣ For each decoder state, 
compute weighted sum of 
input states

eij = f(h̄i, hj)

ci =
X

j

↵ijhj

c1

‣ Unnormalized 
scalar weight

‣ Weighted sum 
of input hidden 
states (vector)

le

↵ij =
exp(eij)P
j0 exp(eij0)

P (yi|x, y1, . . . , yi�1) = softmax(W [ci; h̄i])

P (yi|x, y1, . . . , yi�1) = softmax(Wh̄i)‣ No a3n: 

th
e

m
ovie was
gr

eat



A3en4on

<s>

h̄1

eij = f(h̄i, hj)

ci =
X

j

↵ijhj

c1

‣ Note that this all uses outputs of hidden layers

f(h̄i, hj) = tanh(W [h̄i, hj ])

f(h̄i, hj) = h̄i · hj

f(h̄i, hj) = h̄>
i Whj

‣ Bahdanau+ (2014): addi4ve

‣ Luong+ (2015): dot product

Luong et al. (2015)

‣ Luong+ (2015): bilinear

le

↵ij =
exp(eij)P
j0 exp(eij0)



A3en4on

‣ Decoder hidden states are now 
mostly responsible for selec4ng 
what to a3end to

‣ Doesn’t take a complex hidden 
state to walk monotonically 
through a sentence and spit 
out word-by-word transla4ons

‣ Encoder hidden states capture 
contextual source word iden4ty 
(“sol” word alignment) 

Bahdanau et al. (2014)

↵ij =
exp(eij)P
j0 exp(eij0)



the  movie  was   great

Batching A3en4on

Luong et al. (2015)

the  movie  was   great

token outputs: batch size x sentence length x hidden size

sentence outputs: 
batch size x hidden size

<s>

hidden state: batch size 
x hidden size

eij = f(h̄i, hj)

↵ij =
exp(eij)P
j0 exp(eij0)

a3en4on scores = batch size x sentence length

c = batch size x hidden size ci =
X

j

↵ijhj

‣ Make sure tensors are the right size!



MT Evalua4on



Evalua4ng MT
‣ Fluency: does it sound good in the target language?

‣ Fidelity/adequacy: does it capture the meaning of the original?

‣ BLEU score: geometric mean of 1-, 2-, 3-, and 4-gram precision vs. a 
reference, mul4plied by brevity penalty



Evalua4ng MT
‣ Fluency: does it sound good in the target language?

‣ Fidelity/adequacy: does it capture the meaning of the original?

‣ BLEU score: geometric mean of 1-, 2-, 3-, and 4-gram precision vs. a 
reference, mul4plied by brevity penalty

‣ Typically n = 4, wi = 1/4

‣ r = length of reference 
c = length of predic4on

‣ Does this capture fluency and adequacy?



BLEU Score

‣ Be3er methods with 
human-in-the-loop

‣ HTER: human-assisted 
transla4on error rate

‣ If you’re building real MT 
systems, you do user studies. 
During development, you  
mostly use BLEU and other  
automa4c metrics. 



Encoder-Decoder MT Results

Sutskever et al. (2014)
‣ SOTA = 37.0 — not all that compe44ve…

‣ Sutskever seq2seq paper: first major applica4on of LSTMs to NLP

‣ Basic encoder-decoder with beam search



Results: WMT English-German

‣ Not nearly as good in absolute BLEU, but BLEU is not really comparable 
across languages

Classic phrase-based system: 20.7 BLEU

Luong+ (2014) seq2seq: 14 BLEU

‣ French, Spanish = easiest 
German, Czech = harder 
Japanese, Russian = hard (gramma4cally different, lots of morphology…)

Luong+ (2015) seq2seq ensemble w/ a3en4on, rare word handling: 23.0 BLEU

‣ 4.5M sentence pairs



Google’s NMT System

Wu et al. (2016)

‣ 8-layer LSTM encoder-decoder with a3en4on 

‣ word piece vocabulary of 8k-32k (tokeniza4on - more later) 



Transformer (more later)

Vaswani et al. (2017)



Human Evalua4on (En-Es)

Wu et al. (2016)

‣ Similar to human-level 
performance on 
English-Spanish



Automa4c MT Evalua4on Metrics

‣ HTER (2009): human-assisted transla4on error rate

‣ METEOR (2005): also take into considera4on of synonyms 

‣ BERTScore (2019): embedding-based

‣ BLEURT (2020) and COMET (2020): trained neural network model using 
human evalua4on data

‣ BLEU (2002): n-gram overlap

‣ and many more … e.g., CometKiwi-DA-XL (2023), MetricX-23-XL (2023)



Appraise - Human Evalua4on Interface

Federmann (2010)
‣ Direct Assessment (DA) -  a subjec4ve quality score on each output



WMT 2024

Kocmi et al. (2024)



MQM - word-level Human Eval
‣ Mul4dimensional Quality Metrics (MQM)

Lommel et al. (2014)



!Thresh — Fine-grained Text Evaluation Tool

David Heineman, Yao Dou, Wei Xu. “Thresh: A Unified, Customizable and Deployable Pla�orm for Fine-Grained Text Evalua4on”  (EMNLP 2023 demo)  

https://github.com/davidheineman/thresh

https://github.com/davidheineman/thresh


WMT’25 Automa4c Eval.

‣ LLM-as-a-judge (reference-free): 
GEMBA-ESA, GPT-4.1, Command A

‣ Trained reference-based metrics: 
MetricX, XCOMET

‣ Trained Quality Es4ma4on (QE): 
reference-less CometKiwi



GEMBA-ESA
‣ MQM simplified into Error Span Annota4on (ESA), which focuses on the 

error span severi4es and not the actual error types.

Kocmi et al. (2024)



GEMBA-ESA
‣ MQM simplified into Error Span Annota4on (ESA), which focuses on the 

error span severi4es and not the actual error types.

‣ Few-shot prompt of GPT-4 as the judge 

Kocmi & Federmann (2023)Kocmi et al. (2024)



COMET - Learnt Metric

Rei et al. (2020)

‣ Regression Metric (lel): trained on a regression task using source, MT and 
reference; Ranking Metric (middle): op4mize to encode good transla4ons 
closer to the anchors (source, reference) while pushing bad transla4ons 
away; Reference-less Metric (right): does not use the reference transla4on.



COMETKIWI - Learnt Metric

Rei et al. (2022)

‣ Learn from both sentence-level and word-level quality es4ma4ons

‣ Use a (trainable) weighted sum of the 
hidden states of each layer of the encoder



WMT’25 Results



Takeaways

‣ Can build MT systems with LSTM encoder-decoders (aka seq2seq) 
(or Transformer encoder-decoders — next class)

‣ A3en4on mechanism is very effec4ve

‣ Decoding strategies (needed in both seq2seq & LMs)








