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HMMs (Recap)

‣ Inference problem:

‣ Viterbi:

‣ Input x = (x1, ..., xn) y = (y1, ..., yn)Output 

y1 y2 yn

x1 x2 xn

… P (y,x) = P (y1)
nY

i=2

P (yi|yi�1)
nY

i=1

P (xi|yi)

argmaxyP (y|x) = argmaxy
P (y,x)

P (x)

‣ Training: maximum likelihood esEmaEon (with smoothing)

scorei(s) = max
yi�1

P (s|yi�1)P (xi|s)scorei�1(yi�1)
Andrew Viterbi, 1967 



Forward-Backward Algorithm (Recap)

‣ In addiEon to finding the best path, we may want to compute 

marginal probabiliEes of paths P (yi = s|x)

P (yi = s|x) =
X

y1,...,yi�1,yi+1,...,yn

P (y|x)

‣ What did Viterbi compute? P (ymax|x) = max
y1,...,yn

P (y|x)

‣ Can compute marginals with dynamic programming as well using an 

algorithm called forward-backward



This Lecture

‣ CRFs: model (+features for NER), inference, learning

‣ Named enEty recogniEon (NER)

‣ Reading: Eisenstein Chapter 7 & 8.3



Named EnEty RecogniEon

Barack Obama will travel to Hangzhou today for the G20 mee=ng .

PERSON LOC ORG

B-PER I-PER O O O B-LOC B-ORGO O O O O

‣ BIO tagset: begin, inside, outside 

‣ Why might an HMM not do so well here?

‣ Lots of O’s, so tags aren’t as informaEve about context

‣ Sequence of tags — should we use an HMM?

‣ Insufficient features/capacity with mulEnomials (especially for unks)
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Where	we’re	going

‣ Flexible	discriminaMve	model	for	tagging	tasks	that	can	use	arbitrary	
features	of	the	input.	Similar	to	logisMc	regression,	but	structured

Barack	Obama	will	travel	to	Hangzhou	today	for	the	G20	mee>ng	.

B-PER I-PER

Curr_word=Barack	&	Label=B-PER	
Next_word=Obama	&	Label=B-PER	
Curr_word_starts_with_capital=True	&	Label=B-PER	
Posn_in_sentence=1st	&	Label=B-PER	
Label=B-PER	&	Next-Label	=	I-PER 
…



EvaluaEng NER

‣ PredicEon of all Os sEll gets 66% accuracy on this example!

Barack Obama will travel to Hangzhou today for the G20 mee=ng .

PERSON LOC ORG

B-PER I-PER O O O B-LOC B-ORGO O O O O

‣ What we really want to know: how many named enEty chunk 

predicEons did we get right?

‣ Precision: of the ones we predicted, how many are right?

‣ Recall: of the gold named enEEes, how many did we find?

‣ F-measure: harmonic mean of these two

http://www.davidsbatista.net/blog/2018/05/09/Named_Entity_Evaluation/



Harmonic Mean (Math Review)
‣ ArithmeEc Mean = (P + R) / 2

‣ Geometric Mean =     P x R

‣ Harmonic Mean = 2 x P x R / (P + R)

Image credit: Greg Gandenberger
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CRFs
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Abstract
We present conditional random fields , a frame-
work for building probabilistic models to seg-
ment and label sequence data. Conditional ran-
dom fields offer several advantages over hid-
den Markov models and stochastic grammars
for such tasks, including the ability to relax
strong independence assumptions made in those
models. Conditional random fields also avoid
a fundamental limitation of maximum entropy
Markov models (MEMMs) and other discrimi-
native Markov models based on directed graph-
ical models, which can be biased towards states
with few successor states. We present iterative
parameter estimation algorithms for conditional
random fields and compare the performance of
the resulting models to HMMs and MEMMs on
synthetic and natural-language data.

1. Introduction
The need to segment and label sequences arises in many
different problems in several scientific fields. Hidden
Markov models (HMMs) and stochastic grammars are well
understood and widely used probabilistic models for such
problems. In computational biology, HMMs and stochas-
tic grammars have been successfully used to align bio-
logical sequences, find sequences homologous to a known
evolutionary family, and analyze RNA secondary structure
(Durbin et al., 1998). In computational linguistics and
computer science, HMMs and stochastic grammars have
been applied to a wide variety of problems in text and
speech processing, including topic segmentation, part-of-
speech (POS) tagging, information extraction, and syntac-
tic disambiguation (Manning & Schütze, 1999).

HMMs and stochastic grammars are generative models, as-
signing a joint probability to paired observation and label
sequences; the parameters are typically trained to maxi-

mize the joint likelihood of training examples. To define
a joint probability over observation and label sequences,
a generative model needs to enumerate all possible ob-
servation sequences, typically requiring a representation
in which observations are task-appropriate atomic entities,
such as words or nucleotides. In particular, it is not practi-
cal to represent multiple interacting features or long-range
dependencies of the observations, since the inference prob-
lem for such models is intractable.

This difficulty is one of the main motivations for looking at
conditional models as an alternative. A conditional model
specifies the probabilities of possible label sequences given
an observation sequence. Therefore, it does not expend
modeling effort on the observations, which at test time
are fixed anyway. Furthermore, the conditional probabil-
ity of the label sequence can depend on arbitrary, non-
independent features of the observation sequence without
forcing the model to account for the distribution of those
dependencies. The chosen features may represent attributes
at different levels of granularity of the same observations
(for example, words and characters in English text), or
aggregate properties of the observation sequence (for in-
stance, text layout). The probability of a transition between
labels may depend not only on the current observation,
but also on past and future observations, if available. In
contrast, generative models must make very strict indepen-
dence assumptions on the observations, for instance condi-
tional independence given the labels, to achieve tractability.

Maximum entropy Markov models (MEMMs) are condi-
tional probabilistic sequence models that attain all of the
above advantages (McCallum et al., 2000). In MEMMs,
each source state1 has a exponential model that takes the
observation features as input, and outputs a distribution
over possible next states. These exponential models are
trained by an appropriate iterative scaling method in the

1Output labels are associated with states; it is possible for sev-
eral states to have the same label, but for simplicity in the rest of
this paper we assume a one-to-one correspondence.

(ICML 2001)



HMMs, Formally

‣ HMMs are expressible as Bayes nets (factor graphs)

y1 y2 yn

x1 x2 xn

…

‣ This reflects the following decomposiEon:

‣ Locally normalized model: each factor is a probability distribuEon that 

normalizes

P (y,x) = P (y1)P (x1|y1)P (y2|y1)P (x2|y2) . . .
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CondiMonal	Random	Fields

any	real-valued	scoring	funcMon	of	its	arguments

‣ CRFs:	discriminaMve	models	with	the	following	globally-normalized	form:

‣ HMMs:

P (y|x) = 1

Z

Y

k

exp(�k(x,y))

normalizer

P (y,x) = P (y1)P (x1|y1)P (y2|y1)P (x2|y2) . . .

‣ Special	case:	linear	feature-based	potenMals �k(x,y) = w>fk(x,y)

P (y|x) = 1

Z
exp

 
nX

k=1

w>fk(x,y)

!
‣ Looks	like	our	single	
weight	vector	mulMclass	
logisMc	regression	model
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HMMs	vs.	CRFs

‣ Naive	Bayes	:	logisMc	regression	::	HMMs	:	CRFs 
local	vs.	global	normalizaMon	<->	generaMve	vs.	discriminaMve

(locally	normalized	discriminaMve	models	do	exist	(MEMMs))

P (y|x) = 1

Z
exp

 
nX

k=1

w>fk(x,y)

!
y1 y2

x1

x2

x3

f1

f2

f3

‣ HMMs:	in	the	standard	setup,	emissions	consider	one	word	at	a	Mme

‣ CRFs:	features	over	many	words	simultaneously,	non-independent	features	
(e.g.,	suffixes	and	prefixes),	doesn’t	have	to	be	a	generaMve	model

‣ CondiMonal	model:	x’s	are	observed

Sutton&McCallum: https://homepages.inf.ed.ac.uk/csutton/publications/crftut-fnt.pdf

‣ Each square represent a potenEal 

(feature funcEon) and touches the y’s 

and x’s it depends on
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HMMs	vs.	CRFs
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(e.g.,	suffixes	and	prefixes),	doesn’t	have	to	be	a	generaMve	model

‣ CondiMonal	model:	x’s	are	observed
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Problem	with	CRFs

P (y|x) = 1

Z
exp

 
nX

k=1

w>fk(x,y)

!
y1 y2

x1

x2

x3

f1

f2

f3

‣ Normalizing	constant

Z =
X

y0

exp

 
nX

k=1

w>fk(x,y
0)

!

‣ Inference:	

‣ If	y	consists	of	5	variables	with	30	values	each,	how	expensive	are	these?

ybest = argmaxy0 exp

 
nX

k=1

w>fk(x,y
0)

!

‣ Need	to	constrain	the	form	of	our	CRFs	to	make	it	tractable



SequenEal CRFs

y1 y2 yn

x1 x2 xn

…

P (y|x) /
Y

k

exp(�k(x,y))

y1 y2 yn

x1 x2 xn

…

�t

�e

�o

P (y|x) / exp(�o(y1))
nY

i=2

exp(�t(yi�1, yi))
nY

i=1

exp(�e(xi, yi))

‣ HMMs:

‣ CRFs:

P (y,x) = P (y1)P (x1|y1)P (y2|y1)P (x2|y2) . . .



SequenEal CRFs

y1 y2 yn

x1 x2 xn

…

�t

�e

�o y1 y2 yn…

�t

�e

�o

x

P (y|x) / exp(�o(y1))
nY

i=2

exp(�t(yi�1, yi))
nY

i=1

exp(�e(xi, yi))

‣ We condiEon on x, so every factor can 

depend on all of x (including transiEons, 

but we won’t do this)

nY

i=1

exp(�e(yi, i,x))

‣ y can’t depend arbitrarily on x in a generaEve model

token index — lets us 

look at current word



SequenEal CRFs

‣ NotaEon: omit x from the factor graph enErely (implicit)

y1 y2 yn…

�t

�e

�o

x

y1 y2 yn…

�t

�e

�o

‣ Don’t include iniEal distribuEon, can bake into other factors

P (y|x) = 1

Z

nY

i=2

exp(�t(yi�1, yi))
nY

i=1

exp(�e(yi, i,x))

SequenEal CRFs (aka linear-chain CRFs):



Features for NER



Feature FuncEons

y1 y2 yn…

�e

�t

‣ Phis can be almost anything! (e.g., use a neural network to compute them) 

Here we use linear funcEons of sparse features:

‣ Looks like our single weight vector mulEclass logisEc regression model

�t(yi�1, yi) = w>ft(yi�1, yi)

P (y|x) / expw>

"
nX

i=2

ft(yi�1, yi) +
nX

i=1

fe(yi, i,x)

#
�e(yi, i,x) = w>fe(yi, i,x)

P (y|x) = 1

Z

nY

i=2

exp(�t(yi�1, yi))
nY

i=1

exp(�e(yi, i,x))



Basic Features for NER

Barack Obama will travel to  Hangzhou  today for the G20 mee=ng .

O      B-LOC           

TransiEons:

Emissions: I[B-LOC & Current word = Hangzhou]

I[B-LOC & Prev word = to]

ft(yi�1, yi) = Ind[yi�1 & yi]

fe(y6, 6,x) =

P (y|x) / expw>

"
nX

i=2

ft(yi�1, yi) +
nX

i=1

fe(yi, i,x)

#

= I[O — B-LOC]



Emission Features for NER

Leicestershire  is a nice place to visit…

I took a vaca=on to Boston

Apple released a new version…

According to the New York Times…

ORG

ORG

LOC

LOC

Texas governor Greg AbboI said

Leonardo DiCaprio won an award…

PER

PER

LOC

�e(yi, i,x)



Features for NER

‣ Context features (can’t use in HMM!) 

‣ Words before/aoer 

‣ POS Tags before/aoer (if we run a POS tagger first)

‣ Word features (can use in HMM) 

‣ CapitalizaEon 

‣ Word shape 

‣ Prefixes/suffixes 

‣ Lexical indicators

‣ Gazepeers

‣ Word clusters

Leicestershire

Boston

Apple released a new version…

According to the New York Times…



Inference and Learning in CRFs



CRFs in General (recap)

any real-valued scoring funcEon of its arguments

‣ CRFs: discriminaEve model with the following form:

P (y|x) = 1

Z

Y

k

exp(�k(x,y))

normalizer

‣ Our special case: linear feature-based potenEals �k(x,y) = w>fk(x,y)

P (y|x) = 1

Z
exp

 
nX

k=1

w>fk(x,y)

!

‣ Problem: intractable inference in the general case! CompuEng Z 

requires an exponent sum



Linear-chain CRFs Outline

‣ Model: P (y|x) = 1

Z

nY

i=2

exp(�t(yi�1, yi))
nY

i=1

exp(�e(yi, i,x))

‣ Inference

‣ Learning

P (y|x) / expw>

"
nX

i=2

ft(yi�1, yi) +
nX

i=1

fe(yi, i,x)

#



CompuEng (arg)maxes

y1 y2 yn…

�e

�t

‣                              : can use Viterbi exactly as in HMM case

‣                                  and                             play the role of the Ps now, 

same dynamic program
exp(�t(yi�1, yi)) exp(�e(yi, i,x))

P (y|x) = 1

Z

nY

i=2

exp(�t(yi�1, yi))
nY

i=1

exp(�e(yi, i,x))

argmaxyP (y|x)

{max
y1,...,yn

e�t(yn�1,yn)e�e(yn,n,x) · · · e�e(y2,2,x)e�t(y1,y2)e�e(y1,1,x)

= max
y2,...,yn

e�t(yn�1,yn)e�e(yn,n,x) · · · e�e(y2,2,x) max
y1

e�t(y1,y2)e�e(y1,1,x)

= max
y3,...,yn

e�t(yn�1,yn)e�e(yn,n,x) · · ·max
y2

e�t(y2,y3)e�e(y2,2,x) max
y1

e�t(y1,y2)score1(y1){



Inference in General CRFs

‣ Can do inference in any tree-structured CRF

‣ Max-product algorithm: generalizaEon of Viterbi to arbitrary tree-

structured graphs (sum-product is generalizaEon of forward-backward)



CRFs Outline

‣ Model: P (y|x) = 1

Z

nY

i=2

exp(�t(yi�1, yi))
nY

i=1

exp(�e(yi, i,x))

‣ Inference: argmax P(y|x) from Viterbi

‣ Learning

P (y|x) / expw>

"
nX

i=2

ft(yi�1, yi) +
nX

i=1

fe(yi, i,x)

#



Training CRFs

‣ Gradient is completely analogous to logisEc regression:

P (y|x) / expw>

"
nX

i=2

ft(yi�1, yi) +
nX

i=1

fe(yi, i,x)

#

P (y|x) / expw>f(x, y)‣ LogisEc regression: 

‣ Maximize L(y⇤,x) = logP (y⇤|x)

intractable!

@

@w
L(y⇤,x) =

nX

i=2

ft(y
⇤
i�1, y

⇤
i ) +

nX

i=1

fe(y
⇤
i , i,x)

�Ey

"
nX

i=2

ft(yi�1, yi) +
nX

i=1

fe(yi, i,x)

#



Training CRFs

‣ Let’s focus on emission feature expectaEon

@

@w
L(y⇤,x) =

nX

i=2

ft(y
⇤
i�1, y

⇤
i ) +

nX

i=1

fe(y
⇤
i , i,x)

�Ey

"
nX

i=2

ft(yi�1, yi) +
nX

i=1

fe(yi, i,x)

#

Ey

"
nX

i=1

fe(yi, i,x)

#
=

X

y2Y
P (y|x)

"
nX

i=1

fe(yi, i,x)

#
=

nX

i=1

X

y2Y
P (y|x)fe(yi, i,x)

=
nX

i=1

X

s

P (yi = s|x)fe(s, i,x)



Forward-Backward Algorithm

‣ How do we compute these marginals                         ?P (yi = s|x)

P (yi = s|x) =
X

y1,...,yi�1,yi+1,...,yn

P (y|x)

‣ What did Viterbi compute? P (ymax|x) = max
y1,...,yn

P (y|x)

‣ Can compute marginals with dynamic programming as well using the 

forward-backward algorithm



Forward-Backward Algorithm

P (y3 = 2|x) =
sum of all paths through state 2 at time 3

sum of all paths

slide credit: Dan Klein



Forward-Backward Algorithm

slide credit: Dan Klein

P (y3 = 2|x) =
sum of all paths through state 2 at time 3

sum of all paths

=

‣ Easiest and most flexible to do one 

pass to compute        and one to 

compute 



Forward-Backward Algorithm

‣ IniEal:

‣ Recurrence:

‣ Same as Viterbi but summing 

instead of maxing!

‣ These quanEEes get very small! 

Store everything as log probabiliEes

Forward-Backward	Algorithm

‣ IniMal:

‣ Recurrence:

‣ Same	as	Viterbi	but	summing	
instead	of	maxing!

‣ These	quanMMes	get	very	small!	
Store	everything	as	log	probabiliMes

↵1(s) = exp(�e(s, 1,x))
<latexit sha1_base64="H++BwoHSkR4cFwia4mrESCMTX7M=">AAACE3icbVBNS8NAEN3Ur1q/oh69LBahlVKSKuhFEL14VLC20JSw2U7apZtk2d1IS+h/8OJf8eJBEa9evPlv3NYetPXBwOO9GWbmBYIzpR3ny8otLC4tr+RXC2vrG5tb9vbOnUpSSaFOE57IZkAUcBZDXTPNoSkkkCjg0Aj6l2O/cQ9SsSS+1UMB7Yh0YxYySrSRfPvQI1z0iO+WVBmfYQ8GouSJHvOhpCpuxYuI7gVhNhiVy75ddKrOBHieuFNSRFNc+/an10loGkGsKSdKtVxH6HZGpGaUw6jgpQoEoX3ShZahMYlAtbPJTyN8YJQODhNpKtZ4ov6eyEik1DAKTOf4RjXrjcX/vFaqw9N2xmKRaojpz6Iw5VgneBwQ7jAJVPOhIYRKZm7FtEckodrEWDAhuLMvz5O7WtU9qtZujovnF9M48mgP7aMSctEJOkdX6BrVEUUP6Am9oFfr0Xq23qz3n9acNZ3ZRX9gfXwDGCWcbA==</latexit>

↵t(st) =
X

st�1

↵t�1(st�1) exp(�e(st, t,x))
<latexit sha1_base64="MsrARqnMVgv4lQtn8MktFrMi2DM="></latexit> exp(�t(st�1, st))

<latexit sha1_base64="+aaYS+pf0KkwlV5IpyMknO6c7lg="></latexit>
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<latexit sha1_base64="H++BwoHSkR4cFwia4mrESCMTX7M=">AAACE3icbVBNS8NAEN3Ur1q/oh69LBahlVKSKuhFEL14VLC20JSw2U7apZtk2d1IS+h/8OJf8eJBEa9evPlv3NYetPXBwOO9GWbmBYIzpR3ny8otLC4tr+RXC2vrG5tb9vbOnUpSSaFOE57IZkAUcBZDXTPNoSkkkCjg0Aj6l2O/cQ9SsSS+1UMB7Yh0YxYySrSRfPvQI1z0iO+WVBmfYQ8GouSJHvOhpCpuxYuI7gVhNhiVy75ddKrOBHieuFNSRFNc+/an10loGkGsKSdKtVxH6HZGpGaUw6jgpQoEoX3ShZahMYlAtbPJTyN8YJQODhNpKtZ4ov6eyEik1DAKTOf4RjXrjcX/vFaqw9N2xmKRaojpz6Iw5VgneBwQ7jAJVPOhIYRKZm7FtEckodrEWDAhuLMvz5O7WtU9qtZujovnF9M48mgP7aMSctEJOkdX6BrVEUUP6Am9oFfr0Xq23qz3n9acNZ3ZRX9gfXwDGCWcbA==</latexit>
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X
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Forward-Backward Algorithm

‣ IniEal:

�n(s) = 1

‣ Recurrence:

‣ Big differences: count emission for 

the next Emestep (not current one)

Forward-Backward	Algorithm

‣ IniMal:
�n(s) = 1

‣ Recurrence:

‣ Big	differences:	count	emission	for	
the	next	Mmestep	(not	current	one)
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Forward-Backward Algorithm

‣ What is the denominator here?

Forward-Backward	Algorithm

�n(s) = 1

P (s3 = 2|x) = ↵3(2)�3(2)P
i ↵3(i)�3(i)

‣What	is	the	denominator	here?

‣ Does	this	explain	why	beta	is	what	it	is?
P (x)

↵1(s) = exp(�e(s, 1,x))
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Z =
X

y

nY

i=2

exp(�t(yi�1, yi))
nY

i=1

exp(�e(yi, i,x))

P (s3 = 2|x) = ↵3(2)�3(2)P
i ↵3(i)�3(i)

=



CompuEng Marginals

y1 y2 yn…

�e

�t

P (y|x) = 1

Z

nY

i=2

exp(�t(yi�1, yi))
nY

i=1

exp(�e(yi, i,x))

Z =
X

y

nY

i=2

exp(�t(yi�1, yi))
nY

i=1

exp(�e(yi, i,x))

‣ For both HMMs and CRFs:

‣ Normalizing constant

P (yi = s|x) = forwardi(s)backwardi(s)P
s0 forwardi(s

0)backwardi(s0)

Z for CRFs,  

P(x) for HMMs

‣ Analogous to P(x) for HMMs



Training CRFs

‣ TransiEon features: need to computeP (yi = s1, yi+1 = s2|x)
using forward-backward as well

‣ For emission features:

gold features — expected features under model

@

@w
L(y⇤,x) =

nX

i=1

fe(y
⇤
i , i,x)�

nX

i=1

X

s

P (yi = s|x)fe(s, i,x)

‣ … but, you can build a prepy good system without learned transiEon 

features (e.g., use heurisEc weights, or just enforce constraints like  

B-PER -> I-ORG is illegal)



CRFs Outline

‣ Model: P (y|x) = 1

Z

nY

i=2

exp(�t(yi�1, yi))
nY

i=1

exp(�e(yi, i,x))

‣ Inference: argmax P(y|x) from Viterbi

‣ Learning: run forward-backward to compute posterior probabiliEes; then

P (y|x) / expw>

"
nX

i=2

ft(yi�1, yi) +
nX

i=1

fe(yi, i,x)

#

@

@w
L(y⇤,x) =

nX

i=1

fe(y
⇤
i , i,x)�

nX

i=1

X

s

P (yi = s|x)fe(s, i,x)



Pseudocode

for each epoch

for each example

- extract features on each emission and transiEon (look up in cache)

- compute marginal probabiliEes with forward-backward

- compute potenEals phi based on features + weights

- accumulate gradient over all emissions and transiEons

- apply the gradient update



ImplementaEon Tips for CRFs

‣ Caching is your friend! Cache feature vectors especially, and reduce 

redundant computaEon

‣ If things are too slow, run a profiler and see where Eme is being spent. 

Forward-backward should take most of the Eme

‣ Exploit sparsity in feature vectors where possible, especially in feature 

vectors and gradients

‣ Do all dynamic program computaEon in log space to avoid underflow



Debugging Tips for CRFs

‣ Hard to know whether inference, learning, or the model is broken!

‣ Compute the objecEve — is opEmizaEon working?

‣ Learning: is the objecEve going down? Can you fit a small training set 

(of 1 or 10 examples)? Are you applying the gradient correctly?

‣ Inference: check gradient computaEon (most likely place for bugs) 

‣ Is                                             the same for all i?  

‣ Do probabiliEes normalize correctly + look “reasonable”? (Nearly 

uniform when untrained, then slowly converging to the right thing)

‣ If objecEve is going down but model performance is bad:

‣ Inference: check performance if you decode the training set

X

s

forwardi(s)backwardi(s)



ApplicaEon in NER



NER Results

‣ CRF with lexical features can get around 85 F1 on CoNLL 2003:  

4 classes (PER, ORG, LOC, MISC) on newswire data

‣ What else do we need to capture?

‣ World knowledge:

The delegaEon met the president at the airport, Tanjug said.



ORG?

PER?

Nonlocal Features

The delegaEon met the president at the airport, Tanjug said.

The news agency Tanjug reported on the outcome of the meeEng.

‣ More complex factor graph structures can let you capture this, or just 

decode sentences in order and use features on previous sentences

Finkel and Manning (2008), RaEnov and Roth (2009)



Semi-Markov CRF Models

Barack Obama will travel to Hangzhou today for the G20 mee=ng .

‣ Chunk-level (n-gram) predicEon rather than token-level BIO

‣y is a set of touching spans of the sentence

‣ Cons: there’s an extra factor of n in the dynamic programs

{ { { { { {

PER O LOC ORG OO

‣ Pros: features can look at whole span at once

Sarawagi and Cohen (2004)



How well do NER systems do?

RaEnov and Roth (2009)

Lample et al. (2016)

BiLSTM-CRF + ELMo 

Peters et al. (2018)
92.2

Devlin et al. (2019)

Dev F1   Test F1



Ultra-fine EnEty Typing

‣ Scaling up to larger typesets 10,000+

‣ Person/official/president … 

Choi et al. (2018)



Sentence Alignment
‣ Neural CRF for Sentence Alignment

Chao Jiang, Mounica Maddela, Wuwei Lan, Yang Zhong, Wei Xu. “Neural CRF Model for Sentence Alignment in Text SimplificaEon” (ACL 2020)

Professional editors rewrite news articles into 4 different readability levels for grade 3-12 students. 



Sentence Alignment
‣ Neural CRF for Sentence Alignment

Chao Jiang, Mounica Maddela, Wuwei Lan, Yang Zhong, Wei Xu. “Neural CRF Model for Sentence Alignment in Text SimplificaEon” (ACL 2020)



Sentence Alignment

Chao Jiang, Mounica Maddela, Wuwei Lan, Yang Zhong, Wei Xu. “Neural CRF Model for Sentence Alignment in Text SimplificaEon” (ACL 2020)

P(a |S, C) = exp(Ψ(a, S, C))
∑a∈A exp(Ψ(a, S, C))

Ψ(a, S, C) =
|S|

∑
i=0

sim(si, cai
) + T(ai, ai−1)

all possible alignments (dynamic programming)

Sequential CRF

Label  a Simple 
 Paragraph

a1 = 1

a2 = 1

a3 = 4

a4 = 5

a5 = 3

a6 = 0
Semantic 
Similarity

Alignment Label 
Transition

aiai−1 1 4 ⋯ |C |
1
2

⋯

|C |

32

3
4

s1
Alignment Label 

Transition
Semantic 
Similarity

 S

s2

s3

s4

s5

s6

c1

c2

c3

c4

c5

Complex 
 Paragraph

 C



Sentence Alignment

Chao Jiang, Mounica Maddela, Wuwei Lan, Yang Zhong, Wei Xu. “Neural CRF Model for Sentence Alignment in Text SimplificaEon” (ACL 2020)

aligned + partial vs. others*

Precision Recall F1

JaccardAlign (Xu et al., 2015) 98.66 67.58 80.22

MASSAlign (Paetzold et al., 2017) 95.49 82.27 88.39

CATS (Štajner et al., 2018) 88.56 91.31 89.92

                         BERTfinetune 94.99 89.62 92.22

                      BERTfinetune + paragraph alignment 98.05 88.63 93.10

                         Our CRF aligner 97.86 91.31 95.59

Greedy

Dynamic Programming

Greedy

Threshold

Threshold

CRF

+5.7

•  Structure prediction + BERTfinetune      A neural CRF alignment model.

* Results are on the manually annotated Newsela dataset.



Next Up

‣ Recurrent Neural Network

‣ More sequenEal models

‣ Neural CRF model








