(Recap) Transformer

Wel Xu

(many slides from Greg Durrett)



Math Review

Dot Product Bilinear Product
a1 b1 w11 Wi2 W13
a= |as|, b= |b W = w1 wo wag3
a3 b3 w31 W32 W33

a' Wb = aj(wi1b1 + wizby + wisbhs)
+ ag(wa1by + waoby + wasbs)

+ az(wz1b1 + wsobs + w33bs)

a'b= a1b1 + a9by + a3bs



Readings

» “The Annotated Transformer” by Sasha Rush
https://nlp.seas.harvard.edu/2018/04/03/attention.html

» “The lllustrated Transformer” by Jay Lamar

http://jalammar.github.io/illustrated-transformer/

> Jurafsky+Martin Chapter 7



Jurafsky+Martin NLP Textbook

Volume I: Large Language Models Volume lll: Annotating Linguistic Structure
Chapter Chapter
Introduction 18: Sequence Labeling for Parts of Speech and Named Entities

Words and Tokens 19: Context-Free Grammars and Constituency Parsing

20: Dependency Parsino

21: Information Extraction: Relations, Events, and Time

Embeddings 22: Semantic Role Labeling_and Argument Structure

Neural Networks 23: Lexicons for Sentiment, Affect, and Connotation

Transformers and Pretraining 24: Coreference Resolution and Entity Linking

Post-training 25: Discourse Coherence

N-gram Language Models

Logistic Regression and Text Classification

1:
2:
3:
4.
S5:
6:
/:
8:

26: Conversation and its Structure

Volume II: Advanced LLM Topics and Tools
Chapter

Appendix (will be just on the web)
9: Masked Language Models
A: Hidden Markov Models

10: Interpretability

11: Information Retrieval and RAG B: Naive Bayes Classification

12: Agents [not written yet]

13: Machine Translation
14: RNNs and LSTMs

15: Phonetics and Speech Feature Extraction

16: Automatic Speech Recognition
17: Text-to-Speech




Self-Attention

- Each word forms a “query” which then
computes attention over each word
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Self-Attention
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Multi-head Self-Attention

Conceptual visualization: 4 attention heads
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Descriptive relationship Local / self-attention

Determiner—-noun Subject-predicate

The movie was great The movie was great
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» Multiple “heads” use different sets of parameters Wi and Vi to get
different attention values + transform vectors
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Multi-head Self-Attention

» Each word forms a “query” which then !
computes attention over each word EI EI EI
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Visualization
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Visualization
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Visualization
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Multi-head Self-Attention

» Each word forms a “query” which then !
computes attention over each word EI EI EI
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Multi-Head Self Attention

Multiple “heads” - actual implementation that uses matrix operations

Let X = [sent len, embedding dim] be the input sentence

Query Q = XWQ: these are like the decoder hidden state in attention

Keys K = XWK: these control what gets attended to, along with the query

» Values V = XWV: these vectors get summed up to form the output

Attention(Q, K,V') = softmax(

QK"

Vg

1%

™ dim of keys

Vaswani et al. (2017)



Multi-Head Self Attention

» Multiple “heads” - actual implementation that uses matrix operations

QKT)V

d
Vi dim of keys

Attention(Q, K, V') = softmax(

» Each attention head has its own set of learned parameters WQ, WK, WV

- Query vector of token i: ¢ = ;W< ; Key vector of token j: k; = z;W*
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Multi-Head Self Attention

» Multiple “heads” - actual implementation that uses matrix operations

QKT)V

d
Vi dim of keys

Attention(Q, K, V') = softmax(

» Each attention head has its own set of learned parameters WQ, WK, WV

- X asinput sentence: Q = XW©. K=XW, V=XW"
—~—~

dr Xdj
T Q KN\T Q KN\T
QK — (XW )(XW ) = X (W (W ) ) XT — XWbilinearXT
v dg vV dp v dg
N—— ————

Whilinear € Rdedw Vaswani et al. (2017)



Multi-Head Self Attention

~ Why scaled by vdg ?

QKT
y
vy

dim of keys & queries

Attention(Q, K, V) = softmax(

- Query vector of token i: ¢ = ;W | Key vector of token j: k; = z;W*

> As dk increases, variance/std. of dot product also grows, causing softmax to
become overly peaked

d, “:[Sij] =0

Var(si;) = d
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=1 Std(Sij) — dk

Vaswani et al. (2017)
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Multi-Head Self Attention

» Each attention head has its own set of learned parameters W@ WK, WV

» H attention heads: 1, 2, ..., H

MultiHead(X) = Concat(headi, ..., head H)WO

(XW)(XWR)T
vV

headhzsoftma,x( )XW;Y, h=1,... H

Vaswani et al. (2017)



Multi-Head Self Attention

- No notion of position of words/tokens in the attention or softmax

» Reordering tokens simply reorders attention weights, leaving each token's

weighted sum unchanged. QKT
Attention(Q, K, V') = softmax( N
k

1%

. 2. Attention scores (query = “great” 3. Softmax (attention weights 4. Output for “great”
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Properties of Self-Attention

Layer Type Complexity per Layer Sequential Maximum Path Length
Operations

Self-Attention O(n? - d) O(1) O(1)

Recurrent O(n - d?) O(n) O(n)

Convolutional O(k-n-d?*) O(1) O(logi(n))

Self-Attention (restricted) O(r-n-d) O(1) O(n/r)

» n =sentence length, d = hidden dim, k = kernel size, r = restricted
neighborhood size

» Quadratic complexity, but O(1) sequential operations (not linear like
in RNNs) and O(1) “path” for words to inform each other

Vaswani et al. (2017)



Transformer



Transformers

Encoder Layer 6

 Alternate multi-head self-attention
layers and feedforward layers

Encoder Layer 5

- Residual connections let the model encoder Layer 4 | e

“skip” each layer — these are e
Attention particularly useful for training deep e, I
— networks

Mt -Head

Encoder Layer 2

Encoder Layer 1

Vaswani et al. (2017)



Transformers

dmodel X" = LayerNorm(Z + FFN(Z)) - Alternate multi-head
self-attention layers and

Add & Norm
g feedforward layers that
ee
operate over each word
individually

Z = LayerNorm(X + MultiHead (X)) <+—— post-LN (original

Transformer)

Multi-Head
Attention

Vaswani et al. (2017)



Transformers

dmodel X' = LayerNorm(Z + FFN(Z)) - Alternate multi-head

. ! — If-attention layers an
AN or X' = Z + LayerNorm(FFN(Z)) Self-attention layers and

ed feedforward layers that
operate over each word
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Z = LayerNorm(X + MultiHead(X)) <+——— post-LN (original
» OF Z = X + LayerNorm(MultiHead(X)) Transformer)

™~ pre-LN (modern
approach)

Multi-Head
Attention

Vaswani et al. (2017)



N=6

Transformers

Encoder Layer 6

dmodel

> Alternate multi-head self-attention

layers and feedforward layers (w/ R T
ReLU activation) that operate over ==
each word individually Encoder Layer 4 | “erlery

FFN(z) = max(0, zW7 + b1)Ws + b

Encoder Layer 3

, h=28
MU ‘t| B Head Encoder Layer 2
Attention Ox =512
__1%¢ J d# = 2048
Encoder Layer 1 AR N
dk= dq — dmodel/ h =64 ==

dvzdmoe h =64 ' \
del / Vaswani et al. (2017)
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Transformer encoder-decoder

» The original Transformer used an encoder—
decoder architecture for machine translation.

» Transformers can be used as encoders,
decoders, or both, similar to LSTMs and CNNSs.



Transformer encoder-decoder

Output > The original Transformer used an encoder—
Probabilities
- decoder architecture for machine translation.
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